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RESEARCH REPORTS

ABSTRACT
This paper presents DistSolve, an open source distributed 
application for solving sparse eigenvalue systems on the 
Princeton Plasma Physics Lab (PPPL)-Linux cluster via 
parallel computing.  DistSolve is built using PETSc and 
XML-RPC, a system for remote procedure calls built on 
XML and the ubiquitous HTTP protocol.  The aim is to 
remove the client as much as possible from distributed/
parallel computing and PETSc routine calls, thus making 
the client very straightforward to employ.  As a result, the 
complexity of PETSc/MPI is hidden behind the DistSolve 
XML-RPC server.  Very little knowledge about the user’s 
network is required in order to make remote procedure 
calls.  DistSolve users simply observe that their linear 
system is solved much quicker and gain the ability to 
calculate much larger systems.

INTRODUCTION
Large systems of linear equations arise naturally in many 
different facets of science.  Sparse-matrix problems 
are often produced from approximation methods such 
as finite-element and finite-difference methods.  These 
approximation methods are widely used in many 
universities, industrial research centers, government 
laboratories and industrial design centers throughout the 
world.  The fields of potential applications that use such 
methods range widely.  Some examples include industrial 
manufacturing design, chemical process simulation, 
automotive and aircraft design, architectural design, 
weather prediction and climate modeling, biomedical 
engineering, geophysical and astrophysical simulations, 
petroleum engineering, and basic scientific research.

The following equations typically arise from 
applications that model complex physics problems using 
differential equations (e.g., finite-element or finite-
difference methods):

A x = b (1)
A x = λB x (2)

Equation (2) is an eigenvalue problem with lambda, the 
eigenvalue, and vector x, the eigenvector, as the unknown 
values to be calculated.  In our case, matrices A and B are 
sparse matrices – meaning most elements are zero – with 
no predefined sparsity pattern.  Figures 1 and 2 illustrate 
the sparseness and sparsity pattern for examples of typical 
matrices.  Furthermore, the elements of A (A

ij
) and B 

(B
ij
) are complex numbers.  Matrix B need not have the 

same sparsity as matrix A – often it is sparser.  In many 

situations, matrices A and B turn out to be Hermitian (that 
is, A

ij
 = A

ji
*, where * denotes complex conjugate) in which 

case, only the upper part of these matrices needs to be 
stored. For generality, however, we do not assume this to 
be the case.

Dr. Alex Pletzer and Dr. Gennady Shvets at the PPPL 
are actively interested in computing band structures for 
dielectric and metallic crystals that could be used in the 
design of cavities and resonators, 
novel lenses, and optical switches 
among other applications.  Dr. Pletzer 
has developed various computational 
tools primarily written in the Python 
scripting language that are applicable 
to these problems.  The eigenvalue 
system is solved in these programs 
using an inverse iteration scheme.  
That is, given an initial guess for 
lambda and eigenvector x, the 
program solves (2) as a sequence of 
equations of the form (1). 

At this time, SuperLU, a general 
purpose library for the solution of 
large, sparse, nonsymmetric systems 
of linear equations, was used to 
solve (1) on the local machine in which the application 
was executed.  However, as more complicated problems 
arose, the matrices increased in size and performance 
became an issue.  Over 90% of the application’s execution 
time was spent solving the eigenvalue problem.  To 
address this issue, we turned to another solver called 
the Portable Extensible Toolkit for 
Scientific Computation (PETSc) 
software package that was produced at 
Argonne National Laboratory.  PETSc 
is primarily a suite of data structures 
and routines that provide the building 
blocks for the implementation of 
large-scale application codes on 
parallel and serial computers.

After deciding to use PETSc, 
the problem of integrating it into 
the previously written Python 
applications developed.  PETSc 
needs to be initialized in the main 
program of an application which 
would have meant modifying the 
Python language source code in order to interface Python 
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Figure 1:  Matrix A.  An example of the 
structure of a 1428x1428 matrix with 45,012 
nonzero elements.  Each dot represents a 
nonzero element.

Figure 2:  Matrix B.  Notice matrix B of the 
same dimension is sparser with 12,372 
nonzero elements.
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with PETSc.  Such a modification is fairly involved and 
would have been unacceptable to the users of Dr. Pletzer’s 
applications.  Instead of trying to mount this challenge, 
a distributed computing approach using XML-RPC was 
selected as an alternative approach.  With this design, the 
existing Python application is turned into a client which 
solves (2) by invoking a remote procedure call to a server 
residing on a cluster of computers.  The motivation for 
using XML-RPC and not one of the many other available 
RPC protocols is set forth below.

The first section provides DistSolve’s design while 
the following two sections discuss various distributed 
computing protocols and present the fundamentals of 
XML-RPC related to DistSolve.  The fifth section presents 
experimental results comparing DistSolve to SuperLU 
which suggest DistSolve is a robust improvement over 
previous solvers.  Finally, this article concludes by  
summarizing and proposing further research.

DISTSOLVE DESIGN
DistSolve, an open source distributed package for solving 
sparse eigenvalue systems, was developed to address the 
issues mentioned.  The package is built using PETSc and 
XML-RPC, a system for remote procedure calls, to solve 
sparse eigenvalue systems on the PPPL-Linux cluster via 
parallel computing.  DistSolve does not solve the linear 
system itself – that is the job of PETSc.  Advantageously, 
the user need not know any detail about the complex 
PETSc application.  The aim is to remove the client as 
much as possible from distributed/parallel computing 
and PETSc routine calls, thus making the client very 
straightforward to employ.  

Remote procedure calls play a large role in DistSolve.  
RPC is a powerful technique for constructing distributed, 
client-server based applications. It is based on extend-

ing the notion of 
conventional, local 
procedure calling.  
The called proce-
dure need not exist 
in the same ad-
dress space as the 
calling procedure.  
Typically, an ap-
plication consists 
of a number of 
functions, or pro-
cedures, which 
reside on a user’s 
local machine.  
RPC allows the 

procedures to be on different systems with a network con-
necting them.  By using RPC, programmers of distributed 
applications avoid the details of the interface with the 
network.  Beneficially, the user of DistSolve need not 
know anything about the network on which it resides.  The 
transport independence of RPC isolates the application 
from the physical and logical elements of the data com-
munications mechanism.

DistSolve is not one application.  The package 
consists of a server application which is to be run remotely 
on a Linux cluster of computers.  In addition, DistSolve 
provides the client (the calling process) software which 
interfaces with the DistSolve server (the called process).  
Python is widely used by the intended clients, thus 
the client software is the form of a Python module.  A 
module is a collection, or a library, of functions written in 
Python to save the user from writing the code themselves.  
DistSolve’s Python module contains functions specific 
for packaging and sending the data in such a way so that 
it will be correctly interpreted by DistSolve’s server.  To 
accommodate different programming languages, DistSolve 
clients can be written in any of the 30 or more languages 
supported by XML-RPC.  Further details concerning 
XML-RPC are presented below.

The DistSolve server is an XML-RPC server written 
in the C programming language which is run remotely 
on a cluster.  The DistSolve server interfaces with the 
installation of PETSc on the cluster.  Figure 3 is a high 
level schema of the DistSolve client-server communication 
over the network.

The DistSolve server application is built on top of 
the following open source programs all required to be 
installed on the cluster:

•  XML-RPC for C/C++ libraries
•  ABYSS Web Server
•  The W3C Protocol Library Libwww
•  PETSc
•  MPICH, a portable implementation of MPI

Installation notes for the above software for specific use 
with the DistSolve server are detailed on DistSolve’s 
website and on the CVS repository hosted by SourceForge.  
Figure 4 illustrates the DistSolve server dependencies in a 
Venn diagram.

The DistSolve client, therefore, only needs to be 
written in one of the many supported languages of XML-
RPC to take advantage of the DistSolve server.  The end 
user need not worry about the tedious installation and 
updating of PETSc, MPI, etc.  As previously stated, our 
aim is to remove the client as much from distributed/
parallel computing and PETSc routine calls as possible.  
This makes the client very straightforward to employ.  
Furthermore, the complexity of using PETSc/MPI is also 
hidden behind the XML-RPC server.

Wrapper classes are written in C++ for use in the 
DistSolve server to further hide the complexity of the 
PETSc routine calls for those who wish to expand the 
capabilities of the server.  Constructors and destructors 
handle all PETSc object creation and deletion – a tedious 
task.  Basic matrix and vector operations have overloaded 
operators that further ease a developer’s task in extending 
the capabilities offered by the server.  Other iterative 
schemes can now be implemented in the DistSolve server 
with little or no knowledge of specific PETSc routine 
calls.

In order to solve a linear system such as (2), the client 
must provide: the real or complex sparse matrices A and 
B (of type dictionary in Python), an initial eigenvalue 
guess (a floating point value), the eigenvector initial 

Figure 3:  A high level schema of the DistSolve package and the 
network topology.
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guess (a list) along with the XML-RPC server hostname 
and port number.  Optionally, one may specify the Krylov 
subspace method and preconditioner (the solver defaults 
to a LU preconditioner with a conjugate gradient Krylov 
method) along with a tolerance for the inverse iterative 
solving scheme.  If so desired, the user may also toggle a 
verbose mode for debugging purposes.

The DistSolve client code populates a structure with 
the above data and sends it to the DistSolve XML-RPC 
server running remotely on a cluster.  The A and B matrices 
are sent as strings of doubles (both real and imaginary 
components) using a space as a delimiter.

The subsequent changes in code illustrate the client’s 
simplicity of transitioning from solving a linear system 
locally using SuperLU to using DistSolve. 

Previous code using SuperLU:
[lambd, x, residue, iter] = 
csuperlu.eigen(\amat, bmat,lambda0,
               x, tol, niter)

New code using DistSolve:
import distsolve
[lambd, x, residue, iter] = 
  distsolve.eigen(\amat, bmat,  
   lambda0, x, “cg”, “lu”, tol, 
   niter, host=”petrel01.pppl.gov,
   port=50000, verbose=1)

The above DistSolve client code transparently sends the 
linear system over a network to the DistSolve server to 
be computed remotely with PETSc unbeknownst to the 
user.  Matrices A and B along with initial guesses for 
lambda and the eigenvector x, are sent to the DistSolve 
XML-RPC server running at hostname petrel01.pppl.gov 
on port 50000.  In addition, the code specifi es that the 
solver is to use the conjugant gradient method (“cg”) with 
a LU preconditioner (“lu”).  The DistSolve Python module 
created specifi cally for applications written in Python is 
imported with the “import distsolve” line.

The remote procedure communication from the 
DistSolve client to DistSolve server, including the 
XML document generation and parsing, is completely 
hidden from the user by default.  As far as the client is 
concerned, after importing the DistSolve Python module, 
only a simple modifi cation in the namespace along with 
a hostname and port number of the DistSolve XML-RPC 
server, results in a signifi cant improvement of the time 
required to solve their system in addition to support for 
larger linear systems.  Details of the experimental results 
are presented below.

DESIGN CHOICES OF DISTRIBUTED 
COMPUTING PROTOCOLS
This paper focuses on XML-RPC, the chosen protocol 
used by DistSolve.  However, there are many protocols 
available for remote procedure calls.  Some of the popular 
protocols include CORBA, DCOM, SOAP and XML-RPC.  
Each of these protocols has advantages and disadvantages; 
our choice of XML-RPC is justifi ed below.  

CORBA is a popular protocol for writing distributed, 

object-oriented applications and is well-supported by many 
vendors and several free software projects.  Unfortunately, 
as a result, CORBA is very complex.  It has a steep learning 
curve and requires fairly sophisticated clients.  DistSolve 
is designed to reduce complexity for the user.  

DCOM is Microsoft’s answer to CORBA.  Previously 
called “Network OLE,” DCOM is designed for use across 
multiple network transports, including Internet protocols 
such as HTTP.  Without COM components, as in all non-
Microsoft systems, DCOM becomes useless.  DistSolve’s 
users run a wide variety of operating systems - except 
Microsoft’s.   

The Simple Object 
Access Protocol (SOAP) is 
a much-hyped protocol for 
implementing web services.  
SOAP is very similar to 
XML-RPC, except SOAP is 
fi rmly rooted in the object-
oriented paradigm.  SOAP 
passes live objects, each with 
their own state information, 
across the network.  While 
XML-RPC provides fewer 
capabilities than SOAP, 
its capacity and limitations are much better understood.  
XML-RPC is also stable and broad-based, with over 30 
implementations on a wide variety of platforms.

REMOTE PROCEDURE CALLS, XML, 
AND DISTSOLVE
The choice of XML-RPC for use in DistSolve is an 
attractive one as it is supported “out-of-the-box” in Python 
by simply importing the xmlrpclib library.  Furthermore, 
no cross-platform portability problems exist - it is 
intrinsically just as portable as HTTP.  Additionally, there 
is no big/little endian byte ordering issues to worry about 
across platforms, an issue of concern when sending data 
using low-level socket calls (Refers to which bytes are 
most signifi cant in multi-byte data types. In big-endian 
architectures, the leftmost bytes (those with a lower 
address) are most signifi cant. In little-endian architectures, 
the rightmost bytes are most signifi cant).

XML-RPC is known as a web service.  A web service is 
a set of tools that enable a programmer to build distributed 
applications on top of existing web infrastructures.  
These applications use the Web as a kind of “transport 
layer” but do not offer a direct human interface via the 
browser.  Extensible Markup Language (XML) provides 
a vocabulary for describing remote procedure calls, 
which are then transmitted between computers using the 
HyperText Transfer Protocol (HTTP).  Effectively, RPC 
gives developers a mechanism for defi ning interfaces that 
can be called over a network.  These interfaces can be as 
simple as a single function call or as complex as a large 
API.  

XML-RPC therefore allows two or more computers 
running different operating systems and programs written 
in different languages to share processing.  For example, 

Figure 4: DistSolve’s server program dependencies.
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a Java application could talk with a Perl program, which 
in turn talks with a Python application that talks with ASP, 
and so on.  Without a protocol such as XML-RPC, system 
integrators often build custom connections between 
different systems, creating their own formats and protocols 
to make communications possible.  Such an approach is 
not ideal, for one can often end up with a large number 
of poorly documented single-use protocols.  The RPC 
approach spares programmers the trouble of having to 
learn about underlying protocols, networking, and various 
implementation details.  

XML-RPC can be used with Python, Java, Perl, 
PHP, C, C++, Ruby, Microsoft’s .NET and many other 
programming languages.  Implementations are widely 
available for platforms such as UNIX, Linux, Windows 
and the Macintosh.  This is an important feature of XML-
RPC that accommodates DistSolve user to continue using 
their language of choice.  As discussed above, very few 
changes must be made to a client’s existing software in 
order to take advantage of the DistSolve server.

An XML-RPC call is conducted between two parties: 
the client and the server.  A server is made available at a 
particular URL (such as http://example.org:8080/rpcserv).

The following is a short, three line client program 
written in Python using XML-RPC.  In this case, the 
address “http://betty.userland.com/RPC2” is an XML-RPC 
web service and the server is invoked by the following 
client code.  This server can be used to test whether a 
particular XML-RPC client is functional.

>>> import xmlrpclib
>>> server = xmlrpclib.ServerProxy
(“http://betty.userland.com/RPC2”)
>>> server.examples.getStateName(30)
ʻNew Jerseyʼ

The response from the remote server is the text string 
“New Jersey.”  The above example should work with 
any recent version of Python, which comes bundled with 
xmlrpclib.   

To illustrate XML-RPC’s portability – a major reason 
for using XML-RPC with DistSolve – the following is the 
same client written in the Perl programming language:

use Frontier::Client;
$server = Frontier::
Client->new(url => ʻhttp://
betty.userland.com/RPC2ʼ);

$name = $server->call
    (ʻexamples.getStateNameʼ, 30);
print “$name\n”;

An XML-RPC message is an HTTP-POST request.  
The body of a client’s request is written in XML.  The 
called procedure executes on the server and the value is 
returned to the client also formatted in XML.  

For example, the above XML-RPC client requests 
a specific remote producer on the server by sending the 
following XML document over HTTP:

POST /RPC2 HTTP/1.0
Host: betty.userland.com
User-Agent: xmlrpclib.py/1.0.0 (by 
www.pythonware.com)
Content-Type: text/xml
Content-Length: 161
<?xml version=ʼ1.0ʼ?>
<methodCall>
<methodName>examples.getStateName
</methodName>
<params>  
<param>   
<value><int>30</int></value>  
</param>
</params>
</methodCall>

The remote XML-RPC server receives the XML 
document and parses it to decipher what the client is 
requesting.  In this case, the client wishes to execute 
the procedure called examples.getStateName with the 
argument 30.  The server checks that it is indeed offering 
a procedure by that name.  If the method does not exist, 
an error is returned to the client.  Provided the function 
exists, the server executes the procedure with the provided 
argument supplied by the client.  In this case, the function 
examples.getStateName returns the text string “New 
Jersey” when supplied the argument 30.  The server 
packages this return value back into a XML document, 
presented below, which is sent back to the client:

HTTP/1.1 200 OK
Connection: close
Content-Length: 139
Content-Type: text/xml
Date: Thu, 22 Aug 2002 19:52:20 
GMT
Server: UserLand Frontier/7.0.1-
WinNT
<?xml version=”1.0”?>
<methodResponse>
<params>  
<param>   
<value>New Jersey</value>  
</param>
</params>
</methodResponse>

BEHIND THE TERMINOLOGY

Overloaded Operator: The redefining of the function of a built-in 
operator.

Preconditioner:  Preconditioning matrices are typically used to 
accelerate the convergence rate of iterative techniques.

Python: An interpreted, interactive, object-oriented programming 
language. It is often compared to Tcl, Perl, Scheme or Java.

Wrapper Class: An interface class that controls access to another 
class or adjusts its interface.

XML Document:  The Extensible Markup Language (XML) is an 
Internet-friendly format for data that expresses the structure of 
a document within the document itself.
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The above scenario is clearly not useful in itself, 
however it illustrates the fundamental client-server 
communication that occurs between the DistSolve client 
and server.

Any data item in an XML-RPC request or response 
is contained within a <value>…</value> element.  XML-
RPC defines a set of simple data types, from which other, 
more complex, data structures can be built.  A value can 
also be of type <struct>, which is of particular interest 
to DistSolve.  A <struct> contains <member>s and each 
<member> contains a <name> and a <value>.  Below is 
an example of a two-element <struct>.

<struct>
<member>
<name>lowerBound</name
<value><i4>18</i4></value>
</member>
<member>
<name>upperBound</name>
<value><i4>139</i4></value>
</member>
</struct>

Furthermore, <struct>s can be recursive and any 
<value> may contain a <struct> or any other type, 
including an <array>.

As mentioned previously, the A and B matrices are 
sent from the DistSolve client as strings of doubles – both 
real and imaginary components – using a space as a 
delimiter.  The DistSolve server then calculates the desired 
eigenvalue and eigenvector, packages these values in an 
XML document, and returns them to the client.

We found that the <base64> encoding scheme for 
the matrices increased the XML document’s size, and 
thus we favored the more compact <string> encoding 
to reduce communication delay.  The <string> encoding 
does not perform as well as sending binary data via socket 
connections.  However, implementing raw sockets looses 
all advantages of XML-RPC discussed above and despite 
the size of the matrices, the time spent solving (2) after 
receiving the data still dominates over communication.    

RESULTS
This section provides a series of tests conducted on a 
stand-alone machine which illustrate the performance 
improvement of DistSolve over the existing SuperLU 
solver. The test environment simply illustrates the 
performance boost of PETSc over SuperLU since it is 

not conducted on a cluster.  Although transfer time of 
the matrices over the network is not considered, the 
computational time required to solve linear systems greatly 
dominates that of the transfer time.  Both the DistSolve 
client and server were executed on the same machine 
— a Pentium III 500 MHz laptop with 256 MB of RAM 
running Red Hat Linux 7.2.  None of the gathered raw 
times presented below in Table 1 include the construction 
of the large matrices since this is constant in both cases.  

In order to compare the two solvers, a Python script is 
used which calculates the resonant frequencies of a lattice 
with central concavity.  As the number of exterior edges 
increases in this model, the size and number of nonzero 
elements also increases, thus yielding many additional 
calculations for the solver.

The time for the SuperLU trials represent the duration 
of the solver working on the eigenvalue problem of the 
form (2).  The DistSolve times include all of the following: 
the generation of the client XML document, the transfer of 
all of the client’s data (as specified in the previous section) 
over HTTP to the server (running locally in this case), the 
parsing of the XML document by the server, the PETSc 
solving time, the generation of the server XML document 
containing the results, the transmission of the document 
back to the client, and finally the parsing by the client.

Graph 1 illustrates the performance enhancement of 
DistSolver over SuperLU with a normalized unit time 
on a single computing node.  On a cluster, increasing the 
number of nodes will greatly enhance the time required 
to solve a linear system.  However, further work must be 
done to parallelize the solver’s calculation on a cluster 
using MPI; details on the problem are provided below.

CONCLUSIONS AND FURTHER 
RESEARCH
DistSolve is a useful client-server package to those who 
have a linear sparse system to solve and wish to explore 
which algorithms works fastest for his or her problem with 
minimal fuss.  Furthermore, DistSolve’s code is general 
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Graph 1: Performance of DistSolve vs SuperLU

Table 1: Raw times for calculation of resonant frequencies for 
DistSolve and SuperLU on the architecture described above.

Size of Square
Matrix DistSolve Time (sec) SuperL U Time (sec)

339 0.68 2.45
484 0.97 3.65
720 1.45 4.49
929 2.94 9.54
1187 3.37 12.57
1420 6.57 27.18
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enough to allow for complex matrices with arbitrary 
sparsity patterns.  The experimental results illustrate 
the performance benefits of DistSolve over the previous 
solver SuperLU on just a single processor.  Note, however, 
that these results depend critically on the specifics of 
the problem (such as hermiticity, condition number of 
the matrices, etc). Other choices of preconditioners and 
Krylov methods may turn out to be superior for other 
problems.

The client need not know anything about the complex 
world of PETSc or MPI.  Furthermore, very little 
knowledge about the user’s network is required in order 
to make remote procedure calls.  DistSolve users simply 
observe that their linear system is solved much quicker, 
in addition to gaining the ability to solve much larger 
systems.

Further work may be done to parallelize the solver’s 
calculation on a cluster using MPI.  MPI is the standard 
for multicomputer and cluster message passing introduced 
by the Message-Passing Interface Forum in April 1994. 
The goal of MPI is to develop a widely used standard 
for writing message-passing programs.  The web server 
ABYSS, which runs as a background process on the 
cluster, does not coexist well with MPI.  We speculate 
that the latest version MPI-2, which supports dynamic 
process management and fine grain control over spawning 
processes, will overcome this problem.  Therefore, all 
performances gains to this point have been the result of 
invoking MPI calls for a single node.

Distsolve does not currently provide a security layer; 
the web service can be invoked by any individual with 
access to the server’s hostname and port number.  This 
makes the service vulnerable to malicious attacks.  As a 
result, the current version of DistSolve should run in a 
trusted environment, typically behind a firewall. However, 
this situation is not any different from using sockets, for 
example.

Additional work may be done to flesh out the 
PETSc wrapper classes written for use in the server.  In 
addition, the research and implementation of other various 
eigenvalue iterative schemes may further tweak the 
solver’s performance.
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KEY TERMS
API:  A set of routines, protocols, and tools for building 

software applications. A good API makes it easier to 
develop a program by providing all the building blocks. 
A programmer puts the blocks together.

Complex Number:  An expression of the form a + bi, 
where a and b are real numbers.  Two complex numbers 
a + bi and c + di are said to be equal if and only if a = 
c and b = d.

CVS Repository: Stores a complete copy of all the files 
and directories which are under version control for a 
given project.

Dictionary: An unordered collection with items that are 
obtained by key.

Krylov Subspace Method: One of the leading families of 
methods for solving linear systems.

List: Python’s most flexible ordered collection object 
type.

Floating Point: Numbers that may have a fractional part 
(real numbers).

Overloaded Operator: The redefining of the function of 
a built-in operator.

Preconditioner:  Preconditioning matrices are typically 
used to accelerate the convergence rate of iterative 
techniques.

Python: An interpreted, interactive, object-oriented 
programming language. It is often compared to Tcl, 
Perl, Scheme or Java.

Wrapper Class: An interface class that controls access to 
another class or adjusts its interface.

XML Document:  The Extensible Markup Language 
(XML) is an Internet-friendly format for data that 
expresses the structure of a document within the 
document itself.

LINKS
• DistSolve: http://distsolve.sourceforge.net/
• MPI:  required by PETSc. For the MPICH 

implementation: http://www-unix.mcs.anl.gov/mpi/
mpich/indexold.html

• PETSc: http://www-fp.mcs.anl.gov/petsc/index.html
• ABYSS web server: http://abyss.sourceforge.net
• W3C Library: http://www.w3c.org/Library/
• XMLRPC-C:  http://xmrcp-c.sourceforge.net
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